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Abstract Differentiable Earth system models (ESMs) enable powerful applications such as sensitivity
analysis, gradient-based calibration, state estimation, boundary flux inversions, uncertainty quantification, and
online machine learning. Reverse-mode automatic differentiation (AD) efficiently provides gradients for such
tasks, yet models have rarely included this capability because of complex, bespoke numerical algorithms. As
part of the Differentiable programming in Julia for Earth system modeling (DJ4Earth) initiative, we present
improved capabilities of the AD tool Enzyme.jl and the new compiler transpilation tool Reactant.jl, augmented
by sophisticated checkpointing algorithms, which, together make general-purpose AD tractable and efficient for
full-fledged ESM components written in Julia. Operating at the low-level virtual machine intermediate
representation or multi-level intermediate representation compiler levels, these frameworks support mutable
memory, custom kernels, and compiler optimizations before and after differentiation. Julia-specific challenges
related to just-in-time compilation and garbage collection are handled efficiently. Reactant further enables
automatic performance portability across central processing units, graphics processing units, and tensor
processing units, facilitating use of emerging Al-customized high-performance computing architectures. We
demonstrate these frameworks on four Julia-based ESM components featuring diverse spatial discretizations
and numerical algorithms: the rotating-sphere shallow water model ShallowWaters.jl, the finite-volume ocean
model Oceananigans.jl, the finite-element ice sheet model DJUICE.jl, and the spectral atmospheric model
SpeedyWeather.jl. Across these ESM components, our tools compute efficient and correct gradients. These
results establish a foundation for differentiable, high-performance and performance-portable ESMs that can
integrate neural networks for unresolved processes, trained online, enabling next-generation hybrid
physics—-machine learning ESMs constrained by physical dynamics and observations.

Plain Language Summary Earth system models are computer programs that simulate how Earth's
atmosphere, ocean, ice, and biosphere interact and evolve. These models consist of millions of lines of code and
rely on uncertain inputs. To improve accuracy, scientists adjust these inputs to minimize the difference between
simulations and observations, measured by a “cost function.” Another computer program can efficiently
determine how changes in each input affect the outcome. This calculation, called the gradient of the cost
function, would be extremely time-consuming to code manually. Instead, we use an automatic differentiation
(AD) tool called Enzyme, which computes these gradients efficiently and updates them automatically whenever
the model changes. As computing systems evolve rapidly, especially those optimized for artificial intelligence
(AI), another tool called Reactant enables models to run efficiently across different hardware, from central
processing units to graphics processing units and Al accelerators. We demonstrate these methods on four Earth
system model components written in the modern programming language Julia: a shallow water model, an ocean
model, an ice sheet model, and an atmospheric model. For each, the code generated via AD produces correct
gradients of the cost function. This work lays the foundation for combining these differentiated models with
machine learning to improve model accuracy efficiently.
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Making Waves in the Cloud: A Paradigm Shift for Atmosphere
and Ocean Modeling through Compiler Technology

William S. Moses'¥, Mosé Giordano*, Avik Pal*, Gregory Wagner®1, Daniel Kyte-Zable“!, Ivan R.
Ivanov'’, Paul Berg”, Johannes Blaschke, Roman Lee?, Jules Merckx”, Arpit Jaiswal*, Joseph Kump*,
Patrick Heimbach®, Rosie Zou?, Tongfei Guo?, Son Vu®, Sergio Sanchez-Ramirez®, Simone Silvestri,
Nora Loose*, Ivan Ho, Vimarsh Sathia®, Jan Hueckelheim®, Johannes De Fine Licht, Kevin Gleason?®,
Ludovic Riss®?, Gabriel Baraldi, Dhruv Apte*, Tobias Bischoff!, Lorenzo Chelini*, Jacques Pienaar?,
Gaetan Lounes, Navid Constantinou, William R. Magro§, Michel Schanen®, Alexis Montoison®*, Alan

Edelman?, Samarth Narang, Tobias Grosser, Keno Fischer?, Valentin Churavyt, Robert Hundt?,

Albert Cohen?, Oleksandr Zinenko? *
UIUC ¥, Google ¥, UCL*, MIT ¥, NVIDIA ¢, UT Austin *, Brium ®, [C]Worthy *, BSC ¢, Argonne National
Laboratory *, Lawrence Berkeley National Laboratory ¥, Cambridge ®, JuliaHub #, Johannes Gutenberg University,
Mainz & University of Augsburg ¥, BFH ¥, Ghent University *, Aeolus Labs T, Brown University ©, University of

Lausanne °¢

Abstract

Earth system simulation is limited by HPC compute availability
rather than algorithms, requiring scientists and decision-makers
to balance fidelity against high costs. Yet exaFLOPs of cloud in-
frastructure compute remain underused for scientific computa-
tion due to technological differences: code written in C++ or Ju-
lia for traditional MPI-over-Infiniband systems translates poorly
to Al-oriented low-precision accelerators with custom program-
ming interfaces. Even supercomputers integrate Al-oriented ac-
celerators, making it difficult to achieve peak performance with-
out porting software to an Al framework. This work proposes a
fully automated cross-compilation and automatic differentiation
process for scientific simulation—demonstrated via global-scale
Julia-based ocean and atmosphere forward and adjoint models—
transparently across supercomputers with GPU accelerators and the
Google Cloud TPU Al-oriented platform. It automatically reduces
inter-node communication—the main scaling bottleneck—and ap-
plies algebraic transformations to leverage Al hardware. This work
unlocks cloud-scale Al hardware, and the massive industry invest-
ment behind it, for the most demanding problems in computational
climate science.

“Correspondence: wsmoses@illinois.edu

Author's Contact Information: William S. Moses'®, Mos& Glordano™, Avik Pal*, Gre-
gory Wagner® 1, Daniel Kyte-Zable®1, Ivan R. Ivanov'’, Paul Berg” , Johannes Blaschke,
Roman Lee”, Jules Merckx®, Arpit Jaiswal®, Joseph Kump®, Patrick Heimbach®, Rosie
Zou®, Tongfet Guo®, Son Vu', Sergio Sanchez-Ramirez”, Simone Silvestri, Nora Loose®,
Ivan Ho, Vimarsh Sathia”, Jan Hueckelheim®, Johannes De Fine Licht, Kevin Gleason®,
Ludovic Riss™, Gabriel Baraldi, Dhruv Apte®, Tobias Bischoffl, Lorenzo Chelini®,
Jacques Pienaar® Gaetan Lounes, Navid Constantinou, William R. Magro®, Michel
Schanen®, Alexis Montoison®, Alan Edelman?, Samarth Narang, Tobias Grosser, Keno
Fischer®, Valentin Churavy® Robert Hundt?, Albert Cohen®, Oleksandr Zinenko®,
UIUC T, Google ¥, UCL ™, MIT*, NVIDIA *, UT Austin *, Brium ®, [C]Worthy
* BSC°, Argonne National Laboratory *, Lawrence Berkeley National Laboratory
‘. Cambridge o JuliaHub %, Johannes Gutenberg University, Mainz & University
of Augsburg . BFH ¥, Ghent University *, Aeolus Labs 1, Brown University
University of Lausanne °°, Institute of Seience Tokyo ',

, Institute of Science Tokyo it

1 Justification for ACM Gordon Bell Prize for
Climate Modeling

This work enables seamless performance portability for scientific
code, demonstrated by re-targeting and accelerating Julia and CUDA-
based ocean general circulation models across supercomputers and
Google Cloud TPU platform—offering compute capacity exceeding
supercomputers—using automated compiler technology to target
an Al-oriented accelerator programming interface, achieving ideal
scaling efficiency = 100%.

2 Performance Attributes

Performance Attribute This Submission

Category achievement scalability

Type of method used explicit

Results reported on the whole application except 'O

basis of precision reported  single and double precision (GPU)

emulated single and double precision (TPU)
System scale results measured on full-scale system
Measurement mechanism  timers, FLOP count

3 Overview of the Problem

Climate is governed by geophysical fluid dynamics. This submis-
sion focuses on the core of global climate models: simulations
of the fluid dynamics of the ocean and atmosphere that dictate
the large-scale structure and long-term evolution of Earth’s cli-
mate (Fig. 1). Fluid dynamical processes underpin oceanic phe-
nomena such as equator-to-pole heat transport, the westward-
intensified wind-driven gyre circulation, the buoyancy-driven ther-
mohaline circulation, coupled atmosphere-ocean processes such
as El Nifo, mesoscale eddies, and turbulent mixing, all of which
interact, drive variability and set the climate’s memory and pre-
dictability [15, 24, 58]. Accurately simulating climate requires ocean
and atmospheric dynamical cores to solve the governing equations
of fluid motion on the rotating sphere as efficiently and accurately
as possible on given computational resources.

Reactant Collaboration
INn Submission to

Journal of Atmospheric Modeling

May 2026 Gordon Bell for Climate Science



Challenges Behind Modern Day Earth Systems: Scale

e Simulation requires:

fw) 2

e Physics at a variety of levels

e Increasing detail (resolution) and
complexity (process representation)

 Creates vast output (e.g., 10-100TB/simulation, ~10PB for CMIP6)

o Arctic simulation at 1-2 km resolution takes >7 million core hours, 1.1PB
output, running on ~10,000 cores

e “Pancake Earth”

e High resolution in X and Y axis, not much Z




Challenges Behind Modern Day Earth Systems: Data

e Real-world data is extremely sparse and heterogeneous.

e Given both incomplete observations and simulations, how can we derive

useful results, like

Casual, dynamical attribution

Detection of small, residual signals in noisy system

omputing comprehensive uncertainties

Informing efficient observing strategies
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Abstract

We present a Bayesian inversion-based digital twin that employs
acoustic pressure data from seafloor sensors, along with 3D cou-
pled acoustic-gravity wave equations, to infer carthquake-induced
spatiotemporal seafloor motion in real time and forecast tsunami
propagation toward coastlines for early warning with quantified
uncertainties. Our target is the Cascadia subduction zone, with one
billion parameters. Computing the posterior mean alone would
require 50 years on a 512 GPU machine. Instead, exploiting the shift
invariance of the parameter-to-observable map and devising novel
parallel algorithms, we induce a fast 1

The offline component requires just one adjoint wave propagation
per sensor; using MFEM, we scale this part of the computation to
the full El Capitan system (43,520 GPUs) with 92% weak parallel
efficiency. Moreover, given real-time data, the online component
exactly solves the Bayesian inverse and forecasting problems in
0.2 seconds on a modest GPU system, a ten-billion-fold speedup.

The University of Texas at Austin
Austin, TX, USA
omar@oden.utexas.edu
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data assimilation, finite elements, real-time GPU supercomputing,
tsunami early warning

ACM Reference Format:

Stefan Henneking, Sreeram Venkat, Veselin Dobrev, John Camier, Tzanio
Kolev, Milinda Fernando, Alice-Agnes Gabriel, and Omar Ghattas. 2025.
Real-Time Bayesian Inference at Extreme Scale: A Digital Twin for Tsunami
Early Warning Applied to the Cascadia Subduction Zone. In The Interna-
tional Conference for High Performance Computing, Networking, Storage and
Analysis (SC '25), November 16-21, 2025, St Louis, MO, USA. ACM, New York,
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1 Justification for ACM Gordon Bell Prize
Fastest time-to-solution of a PDE-based Bayesian inverse problem
with 1 billion parameters in 0.2 seconds, a ten-billion-fold speedup
over SoA. Largest-to-date unstructured mesh FE simulation with
55.5 trillion DOF on 43,520 GPUs, with 92% weak and 79% strong
parallel efficiencies in scaling over a 128x increase of GPUs on the
full-scale EI Capitan system.

2 Performance Attributes

CCS Concepts

. ics of ing — Solvers; cal soft-
‘ware Partial di i i Computa-
tion of Mesh ion; Discretization; - Com-
puting methodologies — Massively parallel algori Un-
certainty ification; Model verification and validati

Modeling methodologies; Real-time simulation; Data assimi-
lation; Massively parallel and high-performance simulations;
Scientific visualization; - Applied computing — Earth and
atmospheric sciences; Mathematics and statistics

“This work i licensed under a Creative Commons Attribu
SC 25, St Louis, MO, USA

© 2025 Copyright held by the oy
ACMISBN 979-8-4007-1466-5/25/
hitps:/do.org/10.1145/3712285.3771787

0 International License.

fauthor(s).

P attribute ‘This submission

Category of achievement  Scalability, time-to-solution,
peak performance

Type of method used Bayesian inversion, FEM,
real-time computing

Results reported based on Whole application including /O

Precision reported Double precision

System scale Results measured on full-scale

system.
Measurement mechanism  Timers, DOF throughput,
FLOP count




Challenges Behind Modern Day Earth Systems: Models

Physical model

 Significant uncertainties remain, including:
e Uncertain inputs (initial and boundary conditions)
e Parametric and structural model uncertainties (requiring calibration)

« Remote influences limiting regional simulations



Challenges Behind Modern Day Earth Systems: Models

_ Physical model

« Differentiability enables powerful algorithms to analyze models (inverses)
« Differentiate w.r.t. boundary conditions => explore forcing sensitivites.
e Differentiate w.r.t. initial conditions => produce optimal forecast.
« Differentiate w.r.t. parameters => calibrate the model to data.

e Substitute parameterized schemes with a surrogate neural network.



Challenges Behind Modern Day Earth Systems: Code

= O MITgecm / MITgcm Q Type(/]to search

[ ] [ ] [ ]
[ ]
. <> Code () Issues 17 10 Pullrequests 25 &y Agents  U)) Discussions () Actions [ Projects () Security and quality  |~2 Insights
[ ] —_—

o MiTgem  pubiic @ Watch 385 ~ % Fork 287 Yy Star 400

¥ master ~ ¥ 1Branch © 455 Tags Q Go to file Add file ~ <> Code ~ About
. o M.LT General Circulation Model
° =) mijlosch and jm-c bug fix in pkg/layers related to param LinFSConserveT... @a 24d87fa - 3 weeks ago  {Y) 20,008 Commits master code and documentation
repository

.github Test tapenade experiments through continuous integration... 5 months ago
& mitgcm.org/

doc bug fix in pkg/layers related to param LinFSConserveTr (#9... 3 weeks ago
automatic-differentiation ofd

eesupp streamice TLM test nths ago lanets ocean-modelling

i . . . data milation climate
jobs A few scripts for certain machines... 23 years ago
mitgcm

Isopt rename optim.h into OPTIMCYCLE.h (# 3 years ago
Readme

model bug fix in pkg/layers related to param LinFSConserveTr (#9... 3 weeks ago MIT license

optim Replace deprecated ALLOW_SHIFWFLX_CONTROL flag by ALLO... 6 months ago Activity

Custom properties

pkg fix bug where some pkg/layers diagnostics are only filled if... 3 weeks ago
400 stars

e Developed by entire institutions (DOE, NASA,
Max Planck Institute, etc)

tools Fix location of "flow_tap" in Tapenade ad-optfile 4 months ago 35 watching

i . . 287 forks
utils add date and time stamp to mdsio meta output (#981) 2 months ago
Report repository

verification fix metric terms in sea-ice stress divergence (#976 last month

.gitignore Introducing adjoint and TLM capabilities with Tapenade (#... 3 years ago Releases 11

> checkpoint69k | Latest

.readthedocs.yml Add new required build options for readthedocs 3 years ago on Jan 25

LICENSE.txt Bring license year up to date 8 years ago

]
.
.
.
.
]
.
]
]
.
.
0O
(i
0O
0

README.md Add GitHub action to replace travis tests (# 6 years ago
Packages

e Experts in scientific side of simulation, less
on computation front

e Sweeping changes are hard



Challenges Behind Modern Day Earth Systems

e Four big challenges that make running simulations hard:
e Scale
e Data
» Models
« Code

e How can we make this work?
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e Four big challenges that make running simulations hard:
e Scale
e Data
» Models
« Code

e How can we make this work?

« By combining domain science with computational & computer science



Challenges Behind Modern Day Earth Systems

e Four big challenges that make running simulations hard:
e Scale
e Data
» Models
« Code

« How can we make this work?
« By combining domain science with computational & computer science
e By building a compiler to automate the computational domain expertise



Outline

» Differentiating Existing Code
« Memory Usage (Checkpointing)

« Performance Portability
« Mapping to Accelerator ISAs

e Distributed + Low Precision



0

Differentiation: Connecting Science and Al

Target Reconstruction

‘ad Image Loss

Derivatives are key to science + ML
» Scientific Computing: UQ, Differential
Equation, Error Analysis

* Machine Learning: Back-Propagation,
B ayeS i a n I n fe re n Ce g?énGEngan;\;);ﬁggeznzt,lazt:ﬁgno:( El;(fgr%econstructlon Filters for Path-Space Differentiable Rendering,

IBO JrZECzHIr\]/)IA & NSFE LSSL: Differentiable programming in Julia for Earth system modeling from Center for the Exascale Simulation of Materials in Extreme Environments

12 from Differential Molecular Simulation with Molly.jl, EnzymeCon 2023,
Joe Greener (Cambridge)



https://dl.acm.org/doi/pdf/10.1145/3550454.3555500
https://clima.caltech.edu/
https://dj4earth.github.io/
https://dj4earth.github.io/
https://computing.mit.edu/cesmix/
https://enzyme.mit.edu/conference

Automatic Derivative Generation

Derivatives can be generated automatically from definitions within programs

double relu3(double x) { double grad_relu3(double x) {
if (x > 0) if (x > 0)
return pow(x, 3) AD return 3 * pow(x,2)
else else
return 0; return 0;
J J

| — S—— | T—— —

Unlike numerical approaches, automatic differentiation (AD) can compute the derivative of ALL
inputs (or outputs) at once, without approximation error!

// Numeric differentiation // Automatic differentiation
// f’(x) approx [f(x+epsilon) - f(x)] / epsilon double [100];
double [100];
grad_f( , )
for (int 1=0; 1<100; 1i++) { — —
double [100] = ;
[1] += 0.01;
[1] = (f( ) - f( ))/90.001;

13
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Differentiation is Expensive

Derivatives are the most costly and
difficult to use algorithms



Differentiation is Expensive

D.erlvatlves are the most costly and  p.constructed image of M87
difficult to use algorithms ~1 week on cluster

Majority runtime is derivative

\J/




Differentiation is Expensive

D.erlvatlves are the most costly and  p.constructed image of M87
difficult to use algorithms ~1 week on cluster

Majority runtime is derivative

‘o

With Enzyme differentiation:
1 hour on 1 thread




Differentiation is Expensive

D.erlvatlves are the most costly and  p.constructed image of M87
difficult to use algorithms ~1 week on cluster

Majority runtime is derivative

With Enzyme differentiation:
1 hour on 1 thread

100x resolution increase




Existing AD Approaches (1/3)

Differentiable DSL (TensorFlow, PyTorch, DiffTaichi)
Provide a new language designed to be differentiated

Requires rewriting everything in the DSL and the DSL must support all operations in original

code
Fast if DSL matches original code well import as
double relu3(double ) { = tf.Variable(3.14)
1f (x > 0) . .
return pow(x, 3) Manually W ti.g;ag;ingageé) -
elie . Rewrite lambda: tf.math.pow(x,3),
eturn 0; lambda: ©
J ) '

print( .gradient( ;X)) . numpy())




Existing AD Approaches (2/3)

Operator overloading (Adept, JAX)

Differentiable versions of existing language constructs (double => adouble, np.sum => jax.sum)

May require writing to use non-standard utilities

Often dynamic: storing instructions/values to later be interpreted

// Rewrite to accept either . :Stack :
// double or adouble : adouble = 3.14;
template<typename T>
T relu3(T ) A // Store all instructions i1nto stack
if (x > 0) . :adouble (relu3(inp));
return pow(x, 3) .set_gradient(1.00);
else
return 0; // Interpret all stack instructions

} double = .get_gradient(3.14);




Existing AD Approaches (3/3)

Source rewriting
Statically analyze program to produce a new gradient function in the source language
Re-implement parsing and semantics of given language

Requires all code to be available ahead of time => hard to use with external libraries

// myfile.h // grad_myfile.h
// myfile.c { \\\\\ ////ﬂ // grad_myfile.c
double relu3(double x) { double grad_relu3(double x) {
if (x > 0) —> | lapenade »—> if (x > 0)
return pow(x, 3) ////ﬂ \\\\\ return 3 * pow(x,2)
else else
return 0; return 0;
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Existing Automatic Differentiation Pipelines

Optimize

CodeGen




Case Study: Vector Normalization

//Compute magnitude in O(n)
double mag(double[] x);

//Compute norm in 0(n”*2)

void norm(doublel ]

for (int 1=0; 1i<n;

, doublel]

++) {

[1] = in[1] / mag(in);

)
}

22
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Case Study: Vector Normalization

//Compute magnitude in O(n)

double mag(double[] x):

//Compute norm in O(n)
void norm(doublel ]
double = mag(in);
for (int 1=0; 1i<n;
[1] = 1in[1] /
]
J

)

, doublel]

N>

)

23
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Optimization & Automatic Differentiation

O (n?) O (n) O (n)
for i=0.. = mag(in) = 0.0
L1 /- magGiry | Optimize > for i0..n < AD O res e 8 outli]
) - |
_ . } )

24
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Optimization & Automatic Differentiation

0 (n) 0 (n) 0 (n)
for i=0..n { - = mag(in) = 0.0
[i] /= mag(in) Optimize for i=0..n { AD for i=n..0 {
) [i] /= = [i]
- S } )
B— — Vmag ( )
0 (n°) 0 (n)
for 1=0..n { for :”-;Q { -
1 S m maeln) AD } vmag ( )

- — ——




26

Optimization & Automatic Differentiation

0, (nz) O (n)
for i=0.. = mag(in)

or - Dz{mag( ) Optimize for EQj.DZ{
b - }

O (n*) O (n*)
for i=0..n { for :n.;® t ri
) L1] /= mag(in) AD Vmag (

— — }

O (n)
= 0.0
AD for :n.ﬁ { -
J
Vmag ( )
O (nz)
for i=n..0 {
. d_res = [1]..
Optimize vmag ( d_res)
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Optimization & Automatic Differentiation

Differentiating after optimization can create asymptotically faster gradients!

O (n?) O (n) O (n)
for i=0.. = mag(in) = 0.0
L1 /- magGiry | Optimize > for i0..n < AD O re e §outlil.
: — S J J

- vmag ( )
2

0 (1) 0 (1) 0 (1)

for i=0. .n { for :n°;® { [ ] for i=n..0 {
_ = - d_res = [i]..

: [1] /= mag(in) AD Vmag ( ) Optimize Vmggs(; d_res)

. . ) )
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Case Study: RelLU3

C Source

double relu3(double x) {
double result;
if (x > 0)
result = pow(x, 3);
else
result = 9;
return result;

Enzyme Usage

double diffe_relu3(double x) {
return __enzyme_autodiff(relu3, x);

: _

29

LLVM

cond. true

define double @relu3(double %Xx)

br %cmp, cond.true, cond.end

entry E/ocmp = %X > 0

]

r \/

%call = pow(%x, 3)
br cond.end

- ~

cond. end ret %result

wresult = phi [%call, cond.truel], [0, entry]




Case Study: RelLU3

30

Active Instructions

define double @relu3(double %x)

—

%CMp = %X > 0 entr
br %cmp, cond.true, cond.end 4

cond. true “/////,

4 )
%call = pow(%x, 3)
br cond.end

\_ ;/

cond.end

%result = phi [%call, cond.truel], [0, entryl
ret %result
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define double @diffe_relu3(double %x, double %differet)

entry

cond. true

(;lloca %resul

alloca %call’
alloca %x’
%CMPp = %X > 0

-

br %cmp, cond.true, cond.end y

e = h Allocate & zero

F

(S S I )

0.
= 0.
0.

P

-

br cond.end
\_

%call = pow(%x, 3)

AW

(;;esult = phi [%call, cond.truel], [0, entry]

(o]

- deleted return

)

%result’ = 1.0

\Ei reverse_cond.end

~

“shadow memory for
active values

cond.end



define double @diffe_relu3(double %x, double %differet)

4 )

alloca %result’
alloca %call’

RSO Compute adjoints
hemp = %x > 0 for active instructions

br %cmp, cond.true, cond.end y

cond. true \-
A(/ \\\g

[
S O
S O

entry

~
»call = pow(%x, 3) %result = phi [%call, cond.truel, [0, entry] ) cond. end
br cond.end
: deleted return
Or reverse_cond.end y

reverse_cond. true %tmp_res’ = load %result’
%call’ += 1if %x > @ then %tmp_res’ else 0
reverse_cond.end

%df = 3 * pow(%x, 2) store %result’ = 0.0
stmp_call’ = load %call O _%CMp, reverse_cono
%X’ += %df * %tmp_call’

store %call’ = 0.0 /
Or reverse_entry J)

%0 = load %X reverse_entry
ret %0

.true, reverse_entry
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define double @diffe_relu3(double %x, double %differet)

~

alloca
alloca
alloca
%Cmp =

entry

-

%resul
%call’
%X’

%X > @

t’

S O
SO ©

br %cmp, cond.true, cond.end y

~

Compute adjoints
for active instructions

cond. true

%call = pow(%x, 3)
br cond.end

reverse_cond. true

%df = 3 * pow(%x, 2)
%tmp_call’ = load %call
%X’ += %df * %tmp_call’
store %call’ = 0.0

O reverse_entry

(o]

)

_/

N

/;;esult = phi [%call, cond.truel], [0, entry]

- deleted return

%result’ = 1.0
r reverse_cond.end J}

N D

cond.end

l

(o )

%tmp_res’ = load %result’
%call’ += 1if %x > @ then %tmp_res’ else 0
. o reverse_cond.end
store %result’ = 0.0
\Ei %cmp, reverse_cond.true, reverse_entry 4//

/

%0 = load %X reverse_entry
ret %0




define double @diffe_relu3(double %x)

Post
4 R Toat j
%emp = %x > 0 Optimization

br %cmp, reverse_cond.true, reverse_entry

= _J

%3 = 3 * pow(%x, 2)
br reverse_entry

reverse_cond.t::;\\\\“as

entry

[%@ = phi [%3, reverse_cond.true], [0, entry] j] reverse_entry
ret %0

Essentially the optimal hand-written gradient!

double diffe_relu3(double x) {
double result;

i1f (x > 0)

result = 3 x pow(x, 2);
else

result = 9;

return result;




Speedup of Enzyme

Higher Is Better

X

LSTM BA GMM Euler RK4 FFT
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Enzyme Is 4.2x faster than Reference!
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Differentiation of Shallow Water Equations

- Partial differential equations that describe 2u+ O vtvlu—fo=—glpiM +F,
fluid flow (derived from Navier Stokes) 88 ag; %?/ %’3
5‘_v+u5’az | va—yv+fu— gayn—kMy—l—Fy
- Start at some initial condition for some grid, 9 9 9
integrate it forward in time ot T g )+ g, (Wh) =0
- We want to perform a sensitivity analysis:
how does a given quantity of interest (QOI) at
the end change if | perturb the field at the start
J (QOI) represents kinetic energy, u/v T(ue,g.t) = % S fulzyt))? + oo,y t)?),

represent momentum

36
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Differentiation of Shallow Water Equations

- Partial differential equations that describe

fluid flow (derived from Navier Stokes)

- Start at some initial condition for some grid,

integrate it forward in time

- We want to perform a sensitivity analysis:

how does a given quantity of interest (QOI) at
the end change if | perturb the field at the start

- J (QOI) represents kinetic energy, u/v

37

represent momentum
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Checkpointing: Avoiding Asymptotic Memory Costs

e Checkpointing is a technique for trading off
memory and compute time in the derivative cache = malloc N x f32
for 1 = O:N {

x = foo(x)
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

e ——————————— Cache[i] = X
o Ng Sy TNhy )
SRURIRES
e for 1 = N:@ {
T )‘%""' ) .;”:Writecheckpoint X = cache[I]
. ;_;35(" o ] Ziifm”m“ dx = grad_foo(x, dx)
o 2o= forward step }




Checkpointing: Avoiding Asymptotic M«

cache = malloc M x 32

 Checkpointing is a technique for trading off for 1 = 0:N/M {
: : : : f ] = O:M
memory and compute time in the derivative o root ){
= foo(x
}
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 cache[1] =
e ————————————
N N ™ }
«ZZ o d for i = N:0 {
eeed X = cache[I/M]
omananas ML R for j in @:i%M {
.(.:,. o o...).} © = state —
o 2o o = forward step X = -FOO(X)
;—)cs— adjoint step }

dx = grad foo(x, dx)




Differentiation of Shallow Water Equations

(d) Memory utilized relative to forward run

1.0x10° -
e
= 50x104-
0 e oo o —o0—o-00—0—0—9
162.5 163.0 1Ol3.5 164.0
Iterations
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-»- With checkpointing

(b) Execution time relative to forward run
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Without checkpointing



Computing Hardware is No Longer For Everybody

ANTHROP\C Claude ~ APl v  Solutions v  Researc h v~ Commitments v Learn v News TryCIaude
Exclusive: Meta begins testing its first in-
house Al training chip OpenAl's Sam Altman is dreaming of

By Katie Paul and Krystal Hu L ] ﬁ J ﬁ ] Y| ] o Y ~ B P AMALS T :llnnlnﬂ :I‘.“ mllhnn ‘;EI Is |n the futur'e -

March 11, 2025 2:37 PM GMT+1 - Updated March 11, 2025
run by December

lIronwood: The first Google TPU for the age of inference

e When scaled to 9,216 chips per pod for a total of 42.5 Exaflops, Ironwood supports more than 24x nething to think about
the compute power of the world'’s largest supercomputer — El Capitan — which offers just 1.7
Exaflops per pod. [ronwood delivers the massive parallel processing power necessary for the

L)

most demanding Al workloads, such as super large size dense LLM or MoE models with thinking

capabilities for training and inference. Each individual chip boasts peak compute of 4,614 TFLOPs.

B This represents a monumental leap in Al capability. Ironwood’s memory and network architecture
v | ensures that the right data is always available to support peak performance at this massive scale.
more Nvidia GPUS, an impuise all
NVIDIA Puts Grace Blackwell on Every Desk and at PC gamers can truly understand
Every Al Developer’s Fingertips B & Ancy Eoser publshed 23 iy 2025
I've checked down the back of the sofa, and I'm not sure | can cover it.
NVIDIA Project DIGITS With New GB10 Superchip Debuts as World's Smallest Al 00 Q0O P commenso

Supercomputer Capable of Running 200B-Parameter Models



Lingua Franca of Scientific Computing

- Scientists do not write TPU* code

__global__
void AddNodeForcesFromElems_kernel( Index_t numNode,

Index_

const
const
const
const
const
const

t padded_numNode,

Int_t* nodeElemCount,

Int_t* nodeElemStart,
Index_t* nodeElemCornerList,
Real_t* fx_elem,

Real_tx fy_elem,

Real_t* fz_elem,

Real_t* fx_node,
Real_t* fy_node,
Real_t* fz_node,

const

Int_t num_threads)

int tid=blockDim.x*blockIdx.x+threadIdx.x;
if (tid < num_threads)

{

Index_t g_1i = tid;

Int_t count=nodeElemCount[g_i];
Int_t start=nodeElemStart[g_i];
Real_t fx,fy,fz;
fx=fy=fz=Real_t(0.0);

for (int j=0;j<count;j++)

Index_t pos=nodeElemCornerList[start+j]; // Uncoalesced access here

{
fx += fx_elem[pos];
fy += fy_elem[pos];
fz += fz_elem[pos];
3

fx_node[g_1i]=fx;
fy_node[g_i]=fy;
fz_node[g_i]=fz;




Lingua Franca of Scientific Computing

- Scientists do not write TPU* code

void AddNodeForcesFromElems_kernel( Index_t numNode,
Index_t padded_numNode,
const Int_t* nodeElemCount,
const Int_t* nodeElemStart,

- BIG (MFEM library alone is 737K LOC)

const Real_tx fz_elem,
Real_t* fx_node,

Real_t* fy_node,

Real_t* fz_node,

const Int_t num_threads)

int tid=blockDim.x*xblockIdx.x+threadIdx.x;
if (tid < num_threads)
{

Index_t g_1i = tid;

Int_t count=nodeElemCount[g_i];

Int_t start=nodeElemStart[g_i];

Real_t fx,fy,fz;

fx=fy=fz=Real_t(0.0);

for (int j=0; j<count;j++)
{
Index_t pos=nodeElemCornerlList[start+j]; // Uncoalesced access here
fx += fx_elem[pos];
fy += fy_elem[pos];
fz += fz_elem[pos];

fx_node[g_1i]=fx;
fy_node[g_i]=fy;
fz_node[g_i]=fz;




Lingua Franca of Scientific Computing

- Scientists do not write TPU* code

void AddNodeForcesFromElems_kernel( Index_t numNode,
Index_t padded_numNode,
const Int_t* nodeElemCount,
const Int_t* nodeElemStart,
" " const Index_t* nodeElemCornerList,
-+ BIG (MFEM library alone is 737K LOC)
const Real_tx fy_elem,
const Real_tx fz_elem,
Real_t* fx_node,
Real_t* fy_node,
Real_t* fz_node,
const Int_t num_threads)
- Templated :
int tid=blockDim.x*xblockIdx.x+threadIdx.x;
if (tid < num_threads)
{
Index_t g_1i = tid;
Int_t count=nodeElemCount[g_i];
Int_t start=nodeElemStart[g_i];
Real_t fx,fy,fz;
fx=fy=fz=Real_t(0.0);

for (int j=0;j<count;j++)

{
Index_t pos=nodeElemCornerlList[start+j]; // Uncoalesced access here
fx += fx_elem[pos];
fy += fy_elem[pos];
fz += fz_elem[pos];
3

fx_node[g_1i]=fx;
fy_node[g_i]=fy;
fz_node[g_i]=fz;




Lingua Franca of Scientific Computing

- Scientists do not write TPU* code

void AddNodeForcesFromElems_kernel( Index_t numNode,
Index_t padded_numNode,
const Int_t* nodeElemCount,
const Int_t* nodeElemStart,

- BIG (MFEM library alone is 737K LOC)

const Real_tx fz_elem,
Real_t* fx_node,
Real_t* fy_node,
Real_t* fz_node,
const Int_t num_threads
- Templated : |
int tid=blockDim.x*blockIdx.x+threadIdx.x;
if (tid < num_threads)
{
Index_t g_1i = tid;
Int_t count=nodeElemCount[g_i];

° N Ot I n Py‘t h O n I:Iag’gits]’gia(I:]’E):lr,m]cc>gc;eE1emStar’cI:g_i] ;

fx=fy=fz=Real_t(0.0);

for (int j=0;j<count;j++)

{
Index_t pos=nodeElemCornerlList[start+j]; // Uncoalesced access here
fx += fx_elem[pos];
fy += fy_elem[pos];
fz += fz_elem[pos];
3

fx_node[g_1i]=fx;
fy_node[g_i]=fy;
fz_node[g_i]=fz;




Lingua Franca of Scientific Computing

- Scientists do not write TPU* code

void AddNodeForcesFromElems_kernel( Index_t numNode,
Index_t padded_numNode,
const Int_t* nodeElemCount,
const Int_t* nodeElemStart,
" " const Index_t* nodeElemCornerList,
- BIG (MFEM library alone is 737K LOC)
const Real_tx fy_elem,
const Real_tx fz_elem,
Real_t* fx_node,
Real_t* fy_node,
Real_t* fz_node,
const Int_t num_threads)
- Templated :
int tid=blockDim.x*blockIdx.x+threadIdx.x;
if (tid < num_threads)
{
Index_t g_1i = tid;
Int_t count=nodeElemCount[g_i];

° N Ot I n Py‘t h O n I:Iarel’zgits]’gia(I:]’E):lr,m]cc>gc;eE1emStar’cI:g_i] ;

fx=fy=fz=Real_t(0.0);

for (int j=0;j<count;j++)

{

" * " Index_t pos=nodeElemCornerList[start+j]; // Uncoalesced access here
- Sometimes™ in CUDA P o b erentpos;

fy += fy_elem[pos];
fz += fz_elem[pos];

}
template <>
struct RajaCuWrap<3> ] ole i1t
{ X_nodel[g_1 f X;
template <const int BLCK = MFEM_CUDA_BLOCKS, typename DBODY> Ey—nogeEg—%%:£YE
static void run(const int N, DBODY &&d_body, ) z_hodelLg_11=1Z;
const int X, const int Y, const int Z, const int G) )
{

RajaCuWrap3D(N, d_body, X, Y, Z, G);
3
¥




Looking More Deeply at Scientific Code

function stencil_kernel(y, x)
= threadIdx().x + (blockIdx().x - 1) * blockDim().Xx Oceananigans
i -F < - ]. e n g t h ( ) - 2 & Fast and friendly ocean-flavored Julia software for simulating incompressible fluid dynamics in Cartesian

and spherical shell domains on CPUs and GPUs. https://clima.github.io/OceananigansDocumentation/stable

[1] = x[1] - 2 *» x[1 + 1] + x[1 + 2]
end
end

Oceananigans is a fast, friendly, flexible software package for finite volume simulations of the nonhydrostatic and
hydrostat ic Boussinesq equations on CPUs and GPUs. It runs on GPUs (wow, fast!), though we believe
Oceananigans makes the biggest waves with its ultra-flexible user interface that makes simple simulations easy,

.F U N C -t i O n m O d e 1 ( o ) and complex, creative simulations possible.
@cuda threads=... blocks=... stencil_kernel(y, x)
@cuda threads=... blocks=... stencil_kernel(x, y)

end

> 277 such kernels



Looking More Deeply at Scientific Code

function stencil_kernel(y, x)
= threadldx().x + (blockIdx().x - 1) * blockDim().x

1f 1 <= length(x) - 2
[1] = x[1] - 2 * x[1 + 1] + x[1 + 2]
end
end

function model(...)

@cuda threads=... blocks=... stencil_kernel(y, x)
@cuda threads=... blocks=... stencil_kernel(x, y)
end

> 277 such kernels

e

™N L —




function stencil_kernel(y, x)
1 = threadIdx().x + (blockIdx().x - 1) * blockDim().x
if 1 <= length(x) - 2
y[i] = x[i] - 2 * x[i+1] + x[i+2]

end

CUDA to Accelerator IR (StableHLO)

function model(...)
@cuda threads=... blocks=... stencil_kernel(y, x)
@cuda threads=... blocks=... stencil_kernel(x, y)
end

- New framework for raising and optimizing the
structure within existing kernels to stablehlio!

Compilation

define void @julia_difference_kernel_890({}* %y, {}* %x) {
top:
%3 = call 132 @llvm.nvvm.read.ptx.sreg.tid.x()

-+ 1) Compile Kernels to LLVM

br i1 %.not, label %common.ret, label %L31
3

2) Raise the underlying structure in MLIR Raising

func.func @kernel(%y : memref<100xf64>, %x : memref<100xf64>) {
affine.parallel %argl = @ to 100 {

3) Multi-dimensionalize it into tensor operators i1 = affine. load tx[xarg

%x2 = affine.load %x[%argl + 1]
affine.store %sum, %yl[%argl]

3
}

- 4) Optimize
Multi-Dimensionalization
Compiled single-node CUDA version of code to 71 = o )

%mul = stablehlo.multiply %x2, tensor<2.0>

execute on thousands of distributed TPUs and tadd = stablehlo.add %1,
GPUs

Optimization

res = stablehlo.convolve %x, tensor<[1.0, -4.0, 6.0, -4.0, 1.0]>




LLVM to StableHLO

LLVM/NVVM Dialect

llvm.call @ nv_fabsf(%argo)
llvm.br

Affine <

affine.for %i = 0 to 10 {

affine.store out[%i] = ..

}

IIIIIII#I'>>

%0 = math.abs %argo
cf.br

Arith + Control Flow

SCF (While)

scf.while %arg = %cO {

SCF (For)

%arg < %cle scf.for %arg = %c0 .. %cl0O {
| I
I _
-} }
%x = stablehlo.slice ..
%y = stablehlo.abs %x
%z = stablehlo.dynamic_update_slice %z0[...] = %y



http://cf.br

LLVM to StableHLO

LLVM/NVVM Dialect

llvm.call @ nv_fabsf(%argo)
llvm.br

Affine

affine.for %i = 0 to 10 {

affine.store out[%i] = ..

Arith + Control Flow

%0 = math.abs %argo
cf.br

High-Performance GPU-to-CPU Transpilation and
Optimization via High-Level Parallel Constructs
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Abstract GPU-to-CPU Transpilation and Optimization via High-Level Paral-
While parallelism remains the main source of perfor ce, ld‘Co.nsuucts. In 7.'he 28th ACM SIGPLANAnnual Symposium on
hitectural iapl ions and ing models  Principles and Practice of Parallel Programming (PPoPP *23), February

change with each new hardware generation, often leading
to costly application re-engineering. Most tools for perfor-
‘mance portability require manual and costly application port-
ing to yet another programming model.

We propose an alternative approach that automatically
translates programs written in one programming model
(CUDA), into another (CPU threads) based on Polygeist/MLIR.
Our approach includes a representation of parallel constructs
that allows conventional compiler transformations to ap-
ply P ly and without dification a nd enables
parallelism-specific optimizations. We evaluate our frame-
work by transpiling and optimizing the CUDA Rodinia bench-
mark suite for a multi-core CPU and achieve a 58% geomean
speedup over handwritten OpenMP code. Further, we show
how CUDA kernels from PyTorch can efficiently run and
scale on the CPU-only Supercomputer Fugaku without user
intervention. Our PyTorch compatibility layer making use of
transpiled CUDA PyTorch kernels outperforms the PyTorch
CPU native backend by 2.7x.

CCS Concepts: « Software and its engineering — Com-
pilers; « Theory of computation — Parallel computing
models.

Keywords: Polygeist, MLIR, CUDA, Barrier t ization

25-March 1, 2023, Montreal, OC, Canada. ACM, New York, NY, USA,
16 pages. https://doi.org/10.1145/3572848.3577475

1 Introduction

Despite x86 CPUs and NVidia GPUs remaining primary plat-
forms for computation, customized and emerging architec-
tures play an important role in the computing landscape.
A custom version of an ARM CPU, A64FX, is even used
in one of the top supercomputers Fugaku [49] where its
high-bandwidth memory is expected to compete with that of
GPUs. However, these architectures are often overlooked by
efficiency-oriented frameworks and libraries. For example,
PyTorch [44] targeting Intel’s oneDNN [28] backend expect-
edly underperforms on ARM due to architecture differences
and even Fujitsu’s customized oneDNN [20] does not yield
competitive performance on some kernels. Such situations
call for performance portability.

Many library approaches for per; portability
have been proposed and include 1 ions (e.g.,
OpenCL [14], OpenACC [26]), parallel programming frame-
works (e.g., Kokkos [3]), domain-specific languages (e.g., Sp1-
RAL [17], Halide [47] or Tensor Comprehensions [64]). All of
these approaches still require legacy applications to ported,

ACM Reference Format:
William S. Moses, Ivan R. Ivanov, Jens Domke, Toshio Endo, Jo-
hannes Doerfert, and Oleksandr Zinenko. 2023. High-Performance

This work is licensed under a Creative Commons Attribution International 4.0 License.
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© 2023 Copyright held by the owner/author(s).

ACM ISBN 979-8-4007-0015-6/23/02.
https://doi.org/10.1145/3572848.3577475

and i entirely rewritten, due to differences in the
language, or the underlying programming model.

‘We explore an alternative approach based on a fully auto-
mated compiler that takes code in one programming model
(CUDA) and produces a binary targeting another one (CPU
threads). While GPU-to-CPU translation has been explored
in the past [9, 23, 58], it was rarely able to produce effi-
cient code. In fact, optimizations for CPUs and even generic
compiler transforms, such as common sub-expression elimi-
nation or loop-invariant code motion, are hindered by the
lack of analyzable representations of parallel constructs in-
side the piler [39]. As rep ions of lleli
within a mainstream compiler have only recently begun to

Ydo {
.}

_'

StableHLO

Polygeist: Raising C
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Abstract—We present Polygeist, a new compilation flow that
connects the MLIR compiler infrastructure to cutting edge
polyhedral optimization tools. It consists of a C and C++ frontend
capable of converting a broad range of existing codes into
MLIR suitable for lion and a bi-directi
conversion between MLIR and OpenScop exchange format. The
P i IR i i i ing high-level
(affine) loop constructs and n-D arrays embedded into a single
static assignment (SSA) substrate enables an unprecedented
combination of SSA-based and polyhedral optimizations. We
il this by proposing and two extra ti fc
mations: splitting and i ization. Our
evaluation demonstrates that Polygeist outperforms on average
both an LLVM IR-level optimizer (Polly) and a 1 ce

to Polyhedral MLIR
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~ G
CorC++ Clang AST MLIRSCF MLIR Affine...........
- Clang - Frontend - Pre-Opt - Stmt Split
Stage1 . Stage2 . v
) . ' 3
Binary LLVN

R MLIR Parallel OpenSCoP
< LLVM < Backend < Post-Opt * Polyhedral
St S

Fig. 1. The Polygeist compilation flow consists of 4 stages. The frontend
traverses Clang AST to emit MLIR SCF dialect (Section III-A), which is
raised to the Affine dialect and pre-optimized (Section III-B). The IR is
then processed by a polyhedral scheduler (Sections III-C,III-D) before post-

state-of-the-art polyhedral compiler (Pluto) when exercised on
the P suite in ial (2.53x vs 1.41x,
2.34x) and parallel mode (9.47x vs 3.26x, 7.54x) thanks to the
new ion and

1. INTRODUCTION

Improving the efficiency of computation has always been
one of the prime goals of computing. Program performance
can be improved significantly by reaping the benefits of par-
allelism, temporal and spatial locality, and other performance
sources. Relevant program transformations are particularly te-
dious and challenging when targeting modern multi CPUs
and GPUs with deep memory hierarchies and parallelism, and
are often performed automatically by optimizing compilers.

The polyhedral model enables precise analyses and a rela-
tively easy specification of transformations (loop restructuring,

ic parallelization, etc.) that take ad ge of hard

performance sources. As a result, there is growing evidence
that the polyhedral model is one of the best frameworks for
efficient transformation of compute-intensive programs [1],
[2], [3], and for programming accelerator architectures [4],
(5], [6]. C ly, the pil ity has focused
on building tools that identify and optimize parts of the
program that can be represented within the polyhedral model
(commonly referred to as static-control parts, or SCoP’s). Such
tools tend to fall into two categories.

Compiler-based tools like Polly [7] and Graphite [8] detect
and transform SCoPs in compiler intermediate representations
(IRs). While this offers seamless integration with rest of the

piler, the lack of high-level structure and i ion hin-
ders the tools’ ability to perform analyses and transformations.
This structure needs to be recovered from optimized IR, often

* Equal contribution.

and (Section III-E). Finally, it is translated to
LLVM IR for further optimization and binary generation by LLVM.

imperfectly or at a signi cost [9]. M )
compiler optimizations such as LICM may interfere with the
process [10]. Finally, low-level IRs often lack constructs for,
e.g., parallelism or reductions, produced by the transformation,
which makes the flow more complex.

Source-to-source compilers such as Pluto [11], POCC [12]
and PPCG [5] operate directly on C or C++ code. While this
can effectively leverage the high-level information from source
code, the effectiveness of such tools is often reduced by the
lack of enabling optimizations such as those ing haz-
ardous memory loads into single-assignment virtual registers.
Furthermore, the transformation results must be expressed in
C, which is known to be complex [13], [14] and is also
missing constructs for, e.g., reduction loops or register values
not backed by memory storage.

This paper proposes and evaluates the benefits of a polyhe-
dral compilation flow, Polygeist (Figure 1), that can leverage
both the high-level structure available in source code and the
fine-grained control of il imization provided by low-
level IRs. It builds on the recent MLIR compiler infrastructure
that allows the interplay of multiple abstraction levels within
the same representation, during the same transformations [15].
Intermixable MLIR abstractions, or dialects, include high-
level constructs such as loops, parallel and reduction pat-
terns; low-level representations fully covering LLVM IR [16];
and a polyhedral-inspired featuring loops and
memory accesses d with affine i Moreover,
by combining the best of source-level and IR-level tools in
an end-to-end polyhedral flow, Polygeist preserves high-level
information and leverages them to perform new or improved

Or

0 .. %clo {

stablehlo.slice ..
stablehlo.abs %x
stablehlo.dynamic_update_slice %z0[...]

%y
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Affine to StableHLO

e Represent permissive, device-
agnostic parallelism

e Legal to re-order and interchange
Instructions

e One execution (lock-step), runs all
of Al, then all of A2, etc

e Lets us form efficient tensor
(stablehlo) versions of kernels

parallel.for (%tx, %ty, %»tz) = (0,0,0) to (5,7,9){
%A1l = load x[%tx, »ty, %tz]
%A2 = sin(%Al)

store y[%tx, »ty, %tz] = 7%A2




Affine to StableHLO

e Represent permissive, device-
agnostic parallelism

e Legal to re-order and interchange
Instructions

e One execution (lock-step), runs all
of Al, then all of A2, etc

e Lets us form efficient tensor
(stablehlo) versions of kernels

%Al = stablehlo.slice %x[©:5, ©0:7, 0:9]
parallel.for (%tx, %ty, %tz) = (0,0,0) to (5,7,9){
%A2 = sin(%Al)

store y[%tx, »ty, %tz] = 7%A2




Affine to StableHLO

e Represent permissive, device-
agnostic parallelism

e Legal to re-order and interchange
Instructions

e One execution (lock-step), runs all
of Al, then all of A2, etc

e Lets us form efficient tensor
(stablehlo) versions of kernels

76A1

stablehlo.slice %x[©0:5, ©0:7, 0:9]
%A2 = stablehlo.sine %Al
parallel.for (%tx, %ty, %tz) = (0,0,0) to (5,7,9){

store y[%tx, %ty, %tz] = %A2




Affine to StableHLO

e Represent permissive, device-

agnostic parallelism

%Al = stablehlo.slice %x[©:5, ©0:7, 0:9]

e Legal to re-order and interchange

instructions #A2

stablehlo.sine %Al

. %Y2 = stablehlo.dynamic update slice
« One execution (lock-step), runs all S ¥To'5. 017, 0:9], %A2

of Al, then all of A2, etc parallel.for (%tx, %ty, %tz) = (0,0,0) to (5,7,9){

o Lets us form efficient tensor )
(stablehlo) versions of kernels




StableHLO ... to better StableHLO

e The direct vectorization of the code % = stablehlo.slice %x[1:98]

%x2 = stablehlo.slice %x[2:99]

works, but may not be efficient. odd = stablehlo.odd Kt tmo o
« We will lost the convolution! |
v
® Perform tensor_IeVE| OptlmlzathnS %y = stablehlo.convolve %x, tensor<[1.0, -2.0, 1.0]>
on StablehIO to recover and %z = stablehlo.convolve %y, tensor<[1.0, -2.0, 1.0]>
optimize higher-level structures ]

\4

%z = stablehlo.convolve %x, tensor<[1.0, -4.0, 6.0, -4.0, 1.0]>




StableHLO ... to better StableHLO

e The direct vectorization of the code
works, but may not be efficient.

o \We wiill Inct the ranypo|ytion!
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Mind the Abstraction Gap: Bringing Equality Saturation to
Real-World ML Compilers
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Machine learning (ML) compilers rely on graph-level transformations to enhance the runtime performance of
ML models. However, performing local transformations on individual operations can create effects far beyond
the location of the rewrite. In particular, a local rewrite can change the profitability or legality of hard-to-predict
downstream transformations, particularly regarding data layout, parallelization, fine-grained scheduling, and
memory management. As a result, program transformations are often driven by manually-tuned compiler
heuristics, which are quickly rendered obsolete by new hardware and model architectures.

Instead of hand-written local heuristics, we propose the use of equality saturation. We replace such heuristics
with a more robust global performance model, which accounts for downstream transformations. Equality
saturation addresses the challenge of local optimizations inadvertently constraining or negating the benefits
of subsequent transformations, thereby providing a solution that is inherently adaptable to newer workloads.
While this approach still requires a global performance model to evaluate the profitability of transformations,
it holds significant promise for increased automation and adaptability.

This paper addresses challenges in applying equality saturation on real-world ML compute graphs and state-
of-the-art hardware. By doing so, we present an improved method for discovering effective compositions of
graph optimizations. We study different cost modeling approaches to deal with fusion and layout optimization,
and tackle scalability issues that arise from considering a very wide range of algebraic optimizations. We design
an equality saturation pass for the XLA compiler, with an implementation in C++ and Rust. We demonstrate
an average speedup of 3.45% over XLA's optimization flow across our benchmark suite on various CPU and
GPU platforms, with a maximum speedup of 56.26% for NasRNN on CPU.
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| optimizations
wver and
s| structures

6% speedup on
JaX ML workloads

%x1
%Xx2

stablehlo.slice %x[1:98]
stablehlo.slice %x[2:99]

%smul = stablehlo.multiply %x2, tensor<2.0>
%add = stablehlo.add 7%x1, 7%mu

%y = stablehlo.convolve %x, tensor<[1.0, -2.0, 1.0]>
%z = stablehlo.convolve %y, tensor<[1.0, -2.0, 1.0]>
%z = stablehlo.convolve %x, tensor<[1.0, -4.0, 6.0, -4.0, 1.0]>




function stencil_kernel(y, x)
1 = threadIdx().x + (blockIdx().x - 1) * blockDim().x
if 1 <= length(x) - 2
y[i] = x[i] - 2 * x[i+1] + x[i+2]

end

CUDA to Accelerator IR (StableHLO)

function model(...)
@cuda threads=... blocks=... stencil_kernel(y, x)
@cuda threads=... blocks=... stencil_kernel(x, y)
end

Meridional momentum, pv Sensitivity dJ / 9(pvo) Compilation
J =V [(p8)2 dV

define void @Qjulia_difference_kernel_890({}* %y, {}* %x) {
top:

%3 = call 132 @llvm.nvvm.read.ptx.sreg.tid.x()

%4 = add nuw nsw 132 %3, 1

br i1 %.not, label %common.ret, label %L31
3

Raising

func.func @kernel(%y : memref<100xf64>, %x : memref<100xf64>) {
affine.parallel %argl = 0 to 100 {

%x1 = affine.load %x[%argl]

%x2 = affine.load %x[%argl + 1]

affine.store %sum, %yl[%argl]
}
}

Multi-Dimensionalization

stablehlo.slice %x[1:98]
stablehlo.slice %x[2:99]
stablehlo.multiply %x2, tensor<2.0>
stablehlo.add %x1, %mu

Optimization

res = stablehlo.convolve %x, tensor<[1.0, -4.0, 6.0, -4.0, 1.0]>
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Performance Results

e Successfully ran single-node Oceanangians.jl on
thousands of distributed accelerators

e Alps (2688 nodes x 4 NVIDIA GH200 GPUs)
e Perlmutter (1536 nodes x 4 NVIDIA A100 GPUs)
e 8,192 Google TPUs v7 (4614 F8 TFLOPS each)

e Good Single-Node Perf (CPU)
e Vanilla Model: 272.0seconds

e Tensor Optims: 11.5seconds

Google Cloud



Performance Results (Alps / NVIDIA GPU) -
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Performance Results (Google Cloud / TPUs)

o At peak utilized of 97% of the TPU cluster, containing 36 FP8 exaFLOP!
e 1.493 PiB of HBM to store fields!

e 8X128 registers created some additional comms existing patterns don’t yet
handle (in progress)

Wallclock time [s]

30 -

® (Qcean Simulation on TPU

- = |deal weak scaling

8.67

64

1024
Number of TPUs

4096 8192

Operation Percent of Execution
Concatenate 39.04%
Reduce-Window 35.01%
Loop-Fusion 1 19.71%
Data Formatting 2.89%
Slice 1.59%
X64Combine 0.88%
Collective-Permute 0.48%




e With communication optimizations 108.9
- - - - - - Without communication optimizations
Distributed + Numerical Optimizations .| e
3 4.3
° ° ° ° ° ° )
e Novel distributed optimizations improve perf by £
. . . . ke
orders of magnitude (distributed fusion, comm-CSE) &= e
15.3
# Perform all rotates in a single communication [extending the halo] 14 81 6la 2o
%leftl, %left2, %left3 = enzymexla.multi rotate_ left 7%x, 3 23 28 3.6 _‘__fi 1 4\5; fl Gi 4
e e T B CEEREEEEE
%result = %leftl + %left2 + %left3 4 8 32 72 128 288 512 968 2048 3872
Number of GPUs

e Can we automatically determine how to map high-level computation to low-
precision arithmetic without losing either speed or accuracy?

First Compilation

npu Pre-Optimize rofilin tr(C) — 3
{’rgglt‘am ’ > [ II:asiil & ] > L Profile "~~~ v = gA4 B (Jm 111(1 — r( ) ) i an(J))

2
h Candidat 5 tr(C') — 3
> (@ e ] > [ Gt ] < Profled Bounds: ( 1 - =2 ) € [0.972,1.019] (~ near 1)

\ tr(C) — 3 C)—3

: , , tr(
Output Post-Optimize #~,  Candidat : Discovered Rewrite:In| 1 — ) - loglp(— )
Pl"t’glglm ( [ . Solver ] E [ \2 E\aflzlillulatai‘oen] <--- J m J m

Second Compilation




Distributed + Numerical Optimizations
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RAPTOR: Practical Numerical Profiling of Scientific Applications

Numerical Code through Compiler Augmentation

77 Poseidon: Profile-Guided Numerical Rewriting at Full-Application Scale

Floating-point numbers are finite-precision approximations to real numbers and are ubiquitous in computer applications in nearly every

FaveoHocrold” IvanRIvanoy ~— Akash Dhruv Willams. Moses Siyuan Brant Qien S R, Tvanon field. Selecting the right floating-point representation that balances performance and numerical accuracy is a difficult task, one that has ,
“RIKEN Centerfor RKEN, Cenor for Lemont, USA O s oA e T e g e e T become even more critical as hardware trends toward high-performance, low-precision operations. Although a plethora of numerical
Computational Science Computational Science adhruv@anl.gov wsmoses@illinois.edu 5 siyuang4 @illinois.edu vsathia2 @illinois.edu Kobe, Japan . . . . ags . . . .
o e e il o ivanovi.co41 @misctac techniques, including algebraic rewriting and mixed-precision tuning, can help navigate the tradeoff between performance and accuracy,
. 3 Jan Hiickelheim Paul Hovland William S. Moses 1 1 H H 1 1 1 1 1 1 1 1 1
AnshuDubey. Mohamed Wahib Jens Domke A,g,,,,,wga,,-;l;ugj:,,mm,y Argonne d’u Laboraory ety ofcﬁﬁiog u,bs%za,m,m,»g,, applying complex numerical optimizations to real-world code is still a challenging engineering task that requires mathematical expertise
. . . . mont, mont, ampaign, . . . e . . . .
bt T e a7 jhueckelheim@anl.gov hovland @anl.gov wsrmoses@ilinois edu and application-specific numerical context. We present Poseidon, a modular and extensible framework that fully automates floating-
adubey@anl.gov mohamed.attia@riken.j jens.domke@riken.j . . . . . . . . . . . . . . .
voums paenene erien® point optimizations for real-world applications within a production compiler. Within a production compiler, Poseidon auto-extracts
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N * N wdai® pton o e s s il computr spple - theicac tom otz imposse o prfibitely cpeuive symbolic expressions from pre-optimized IR, derives their numerical context from a small surrogate profile, and composes candidates
I |’ t n‘."" NG resentation that balances performance and numerical accuracy is exactly re;e;ented with a finite decimal or binary expression. . . ) . . . . . .

it nmiy 1 Xl‘:‘,hi“(.gd:fm.;“;hzf‘if“z‘“‘:n“;.:zmﬂ“;“;t“ i i, many s of el et poxinde G from diverse techniques (e.g., Herbie’s e-graph-based algebraic rewrites and ADAPT-style precision tuning) via a shared dynamic-

H T n 5 ough the common wisdom around changing floating-point programs USi{lg ‘oaﬁng-poim‘ values, which represent . . . . . . . . . . . .
it el | SIS D e o s Seemr,  Timbc sienic s wth et gt xponent and programming solver. On a quaternion differentiator, Poseidon composes algebraic rewriting with precision tuning for a $1.46\times$

- tradeoff. Applyi numerical op to real-world on can lead to results which diffr from their exac - L : : .
n o N cade, however, e an arduous engineering sk that reauires | (0D L o o ety and aesurily speedup at relative error of $107{-7}$. On DOE’s proxy application LULESH, Poseidon recovers optimal FP64 accuracy without

4 M-2 1 I & lppli?a‘.ion-speciﬁc numeri.cxl context. While' there is a plethora computing rea.l-yalued functions i's a well-st!.ldicd domain and . .

2 e By am | Himied n the scape of optimization technigues or sl requive "y birth of the numerical analysis ild. substantially reducing performance.

\ 12Bit substantial human intervention. We present Poseidon, a modul L . .
____ Trune. cung:l J and extensible framework that fully automates floating-point “°">%Y! of FP ?pproxlm'fmons‘m their programs, and
Trunc. Cutoff M-2 TR TR 7y T 1 optimizations for real-world icati within a pr . di Ily end up with numerically incorrect results. In fact,

Figure 1: Qualitative visualization of bubble deformation and splitting over time (t) for the BUBBLE test case at Reynolds number
Re = 3500, performed using incompressible multiphase fluid dynamics solvers in Flash-X. The contours depict the zero level of
the level-set function, ¢ = 0, which defines the air-water interface (¢ > 0 in the air phase and ¢ < 0 in the water phase). Adaptive
mesh refinement (AMR) levels Qpf, Qpr-1, and Qp_, are shown and labeled in the left panel. AMR dynamically refines the

mesh near the i face to ly capture i face d

‘We use RAPTOR to truncate FP operations in the advection

and diffusi dules of the Navier-Stokes solver following two different strategies. In the first strategy (Trunc. Everywhere),

1

tr ion is applied tk

the entire mesh. The second strategy selectively applies truncation in each mesh cell using a

cut-off at the M — | AMR level (where [ = 1,2,...). Insets show zoomed-in views of the liquid-gas interface for simulations using

4bit and 12bit mantissas, highlighting the effect of reduced p

on the final simul Further details in §6.2.

Abstract

The proliferation of low-precision units in modern high-perfor-
mance architectures increasingly burdens domain scientists. His-
torically, the choice in HPC was easy: can we get away with 32 bit

“Faveo Hoerold and Ivan R. Ivanov contributed equally and are co-first authors.
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floating-point operations and lower bandwidth requirements, or
is FP64 necessary? Driven by Artificial Intelligence, vendors intro-
duce novel low-precision units for vector and tensor operations,
and FP64 capabilities stagnate or are reduced. This forces scientists
to re-evaluate their codes, but a trivial search-and-replace approach
to go from FP64 to FP16 will not suffice.

We introduce RAPTOR: a numerical profiling tool to guide sci-
entists in their search for code regions where precision lowering
is feasible. Using LLVM, we t ly replace high-precisi
computations using low-precision units, or emulate a user-defined
precision. RAPTOR is a novel, feature-rich approach—with focus on

DeorTvuUrTrToOrTTTCuUTTrprrory
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compiler. Our key insight is that a small surrogate profile often
reveals sufficient numerical context to drive effective rewrites.
Poseidon as a two-ph: iler: the first ilati

instruments the program to capture numerical context; the sec-
ond compilation consumes profiled data, generates and evaluates

even libraries that pay careful attention to numeric results like
TensorFlow Probability [9], PyMC [10], and Stan [11] have all
had bugs generating incorrect or biased results due to incorrect
FP approximations over the years'. In contrast, many domains
like hine learning can tolerate some degree of inaccuracy.

candidate rewrites, and solves for optimal perfor

tradeoffs. Poseidon’s i perability with

analyses and optimizations grants it analysis and optimization
advantages unavailable to existing source- and binary-level ap-
P On iple large-scale icati Poseidon leads to
outsized benefits in performance without substantially changing
accuracy, and outsized accuracy benefits without diminishing
performance. On a quaternion differentiator, Poseidon enables
a 1.46x speedup with a relative error of 10~". On DOE’s
LULESH hydrodynamics application, Poseidon improves pro-
gram accuracy to exactly match a 512-bit simulation run without

Index Te ing-point ari ic, Numerical analysis,
Optimizing compilers, Performance analysis, Scientific computing

1. INTRODUCTION
Real-number computations are critical in nearly every sci-
entific discipline, ranging from biology [1, 2], physics [3, 4],
and chemistry [5, 6] to machine learning [7, 8] and beyond.

For i , the fact that gradient descent is effective even
with approximate gradients has motivated researchers to find
tradeoffs in FP putations, e.g., i ionally reducing nu-
merical precision to accelerate training. Recent years have
witnessed shifts from machine learning models using 32-
bit floats to those using 16-bit representations [12], 8-bit
representations [13], 4-bit representations [14], and recently
even single-bit (really 1.58 bits) models [15].

Simply reducing precision until the loss stops decreasing is
an often-used and usually sufficient approach to maintaining
accuracy. However, this method often sacrifices a substantial
amount of performance improvements. For example, consider
the computation in Fig. 1 which computes 10% + 1 — 108.

See  https:/gi ility/i 42, https:

ithub. 1787, and ://gil /s
dev/stan/issues/2178 for examples of correctness errors due to FP
approximations.
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Conclusions

e Earth system models have four key challenges: scale, data, model, and code

« Compilers are a promising route to automatically resolve all four challenges
without requiring the domain scientist become an expert computer scientist

« Demonstrate promising automated compiler rewrites for:
o Differentiation (Enzyme)
e Performance Portability (Reactant)
e Works generically on LLVM/MLIR, all open source (GitHub.com/EnzymeAD)

» Lots more problems to solve together, if interested, please reach out! ¢
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http://GitHub.com/EnzymeAD

